Shadow in Games

Shadows increase the visual realism, reduce the “floating effect” by consolidating spatial relationships between objects, reveal geometrical information (locations and angles) of the light sources and therefore provide a better 3D cue. Shadows are also important to game plays. For instance, a player object should be able to hide in a dark area by changing its color and the environmental light intensity.

Shadows are traditionally handled by using empirical add-on algorithms, including scanline-based, two-pass Weiler-Atherton, shadow volume, two-pass Z-buffer, ray tracing and radiosity. These approaches are able of creating realistic shadows, but often too slow to be practical for real-time applications. However, there are more and more reasons to speculate that, as hardware marches onwards with nowadays speed, those algorithms will be supported by graphic acceleration chips to produce higher and higher quality shadows.

Nature of shadows

· Surfaces not visible from any direct light sources are in shadows.

· A shadow contains two areas: umbra and penumbra. The umbra is the part of the shadow completely cut off from the light source. The penumbra is the part receiving some light from the source. By definition, the penumbra always surrounds the umbra.

· A point light source creates shadows with hard edges, while an area light generates soft shadows, producing a grading change from an umbra to a penumbra to a non-shadow area.

· The relative size of these regions is determined by the size of the distributed light source, its distance from the object, and the geometric shape of the shadow object;


Classical shadow algorithms

(1) Scan-line shadow method

· Two scan-lines are used: a “regular” one that converts polygons into lines of pixels, and a “shadow” one that processes shadow information; 

· The light source is used as projection center for the “shadow” scan-line conversion;

· Edges of polygons that might cast shadows are projected from the light source onto polygons intersecting with the scan-line to produce shadows;

· When a span of polygon is drawn, it is in shadow if its associated “shadow” polygon edge is “in”;



(2) Weiler-Atherton shadow method

· Weiler-Atherton algorithm is applied to all polygons in the light projection space to produce lit polygons “visible” from the light source;

· Lit polygons are transformed back to the world space and merged with a copy of the original polygons.

· Weiler-Atherton algorithm is used again on the merged polygons for hidden surface removal;

· Fragments of original polygons are rendered in the shadow color (only ambient light), while the lit polygons are then rendered with the lit color (diffuse and specular light).


(3) Shadow volume method

· Identify “shadow objects” and create “shadow volumes” for each shadow object from the light source.

· For each shadow polygon, compute a normal vector pointing away from the shadow volume;

· Define “front-facing” shadow polygon as those with surface normal vector forms a larger than 90o angle with the view vector (from the viewer to the point);

· Similarly, define “back-facing shadow polygon” as those whose surface normal forms a smaller than 90o  angle with the view vector;

· Front-facing polygon causes shadow and a back-facing one cancels it; Thus, from the view point to a point on the surface, if the view vector intersects with more front-facing than back-facing polygons, then the point is in shadow:


(4) Two-pass Z-buffer method

· First pass 

(1) Transform objects to the “light projection space”.

(2) Scan-convert objects to obtain visible pixels.

(3) Save the light-z-buffer as a “shadow map”.

Note that, after the first pass, the shadow map contains closest distances from the light source to locations on objects’ surface.

· Second pass: 
(1) Scan-convert and calculate the image from the view point;

(2) At each visible pixel, say p=<Xp,Yp,Zp>, transform p into the light-space to obtain p’=<Xp’,Yp’,Zp’>;

(3) Compare Zp’ at with the z value stored in the light-z-buffer at the location specified by <Xp’,Yp’>;

(4) If Zp’ is less than the z value at <Xp’,Yp’> in the light-z-buffer, p is not in the shadow and painted with the lit color;

(5) Otherwise, p is in shadow. Paint it with a shadowed color.



(5) Projection-based method

This method is based on projecting the shadow object on the ground polygon from the light sourse to create a “shadow polygon” and then rendering it as the the surface detail. The projection matrix from the light source location can be constructed as follows.
Let 

N·P + D = 0, 







(2.1)

be the plane equation of a ground polygon, where N=<A,B,C> is the normal and P=<x,y,z> is any point on the plane. Let V=v-l=<p,q,r> be the vector defined by the light location l and vertex v of a shadow polygon. The parametric line equation, defined by l and v, is represented by 

P = Vt + l,







(2.2) 

Since P must be on both plane and line, <x,y,z> can be computed by resolving four simultaneous equations formed by (2.1) and (2.2). This can be done be plugging (2.2) into (2.1) to obtain



N·(tV + l) + D = 0





(2.3)

Resolving for parametric variable t, we have 



t = -(N·l + D)/(N·V)





(2.4)

After replacing t back to P’s equations (2.2), it becomes



P = l -(N·l + D)·V/(N·V)


  
  = [l(N·V) – (N·l + D)·V]/(N·V)



(2.5)

Please remember, equation (2.5) actually represents three equations after replacing the dot product between vectors. They are:


x = [lx(N·(v-l))– (N·l + D)(vx-lx)] / (N·(v-l))


(2.6)


  = [lx(Avx+Bvy+Cvz-N·l) – (N·l+D)(vx-lx)] / (Avx+Bvy+Cvz-N·l)

 
  = [(lxA–N·l-D)vx + lxBvy + lxCvz + lxD] / (Avx+Bvy+Cvz-N·l)


y = [ly(N·(v-l))– (N·l + D)(vy-ly)] / (N·(v-l))


(2.7)


  = [ly(Avx+Bvy+Cvz-N·l) – (N·l+D)(vy-ly)] / (Avx+Bvy+Cvz-N·l)

 
  = [lyAvx + (lyB–N·l-D)vy + lyCvz + lyD] / (Avx+Bvy+Cvz-N·l)


z = [lz(N·(v-l))– (N·l + D)(vz-lz)] / (N·(v-l))


(2.8)


  = [lz(Avx+Bvy+Cvz-N·l) – (N·l+D)(vz-lz)] / (Avx+Bvy+Cvz-N·l)

 
  = [lzAvx + lzBvy + (lzC–N·l-D)vz + lzD] / (Avx+Bvy+Cvz-N·l)

Note that (2.6), (2.7) and (2.8) share the same denominator and all numerators and denominator are linear equations of vx, vy and vz. It means that a position on the ground plane, obtained by projecting a vertex <vx,vy,vz> of a shadow polygon from the light source, can be calculated by multiplying <vx,vy,vz,1> with the following 4x4 homogeneous transformation first and then divided by w:
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where N·l = Alx + Bly + Clz is a constant for given ground polygon and light source location. The final result is obtained by dividing the multiplied coordinates by w. 

Equation (2.9) also has a short expression:



M = L·QT-·I

where L=<lx,ly,lz,1>, Q=<A,B,C,D>, =N.l+D and I is an identity.

Also note that the transformation matrix is a constant if the “ground polygon” and light source position are specified. It is independent to the geometry of the “shadow object”, therefore is constructed only once for all shadow objects.

Real-time shadow algorithms

(1) Shadow map

If the light source and objects in the scene are static, the shadows can be pre-calculated and added to the light map. In doing so, any classical shadow model can be used, including ray tracing and radiosity algorithms, along with a point light source and s sphere of influence. It is described in the following steps:

· A light map is constructed for the static world.

· For each element in the light map at point <x,y,z>, cast a ray from the point light to that point.

· Use BSP tree to detect the intersection between the ray and static objects.

· If there is an intersection, the light is obstructed and therefore the color intensity at that light pixel is reduced.

· Apply a filter algorithm to eliminate the sharp contrast between light pixels. 

Note that this method does not consider the in-direct illumination (reflected light from objects other than the light source).

(2) Soft shadows

The shadow map with hard edges can be easily extended to generate soft-edged shadows. This is done by randomly placing a number of “light samples” on the emitting surface. For each sample point, a sphere of influence is inserted. The same method using the ray and the BSP Tree is employed to modify the color intensity of the light texels in the light map. The following picture depicts the idea.


Sometimes, the texture filtering technique has the effect of blurring hard edges of the shadow. But it is always the case that soft shadows rendered by sampling over a light source area will produce better results. (See color plate 11.8)

(3) Shadows for moving objects

The simplest and fastest approach for moving object shadows is to use a “shadow polygon” as a texture map blended into the existing image in the frame buffer. 

Procedure:

·  A single ray is fired from the light source to the origin (or center) of the shadow (moving) object. 

·  The first intersection between the ray and other objects identifies the shadow area.

·  A shadow polygon, a geometric approximation of the moving object, is blended in the frame buffer at the same area right on the shadow-receiving surface. 

·  The depth buffer is enabled during the process to avoid the shadow being cast on the object closed to the eye point.

Shortcomings: 

· Casts a simple shadow with a constant shape and orientation, representing the coarsest of approximation.

· Produces visual anomalies as shown in the figure on the left:

Since the z-buffer is enabled, a part of the shadow polygon (dotted line on the right side) is cropped by the receiving object, while another part (dotted line on the left) is floating in the air. 

To fix the problem, rays are issued to vertices of the shadow polygon from the eye point. If there is no intervening object between, the z-buffer is turned off when blending the shadow polygon. The result is shown in the above figure on the right. Note that the shadow is not projected but simply blended with the image in the frame buffer. It’s not “physically correct” but create an acceptable visual effect.

Shadow shape approximation:

· Construct an approximation (proxy) of the moving object with less geometric complexity.

· Fire rays from the light source through vertices of “light front face” polygons of the proxy object. 

· Use intersection points of the rays on the receiving surface to define the shadow polygons.

· Blend the shadow polygons as texture maps into the frame buffer.

An error occurs when the shadow polygon does not coincident with the receiving surface (if the receiving surface is not co-planar). However, the blended image in the frame buffer (with the depth buffer turned off) sometimes creates visual illusions as if the shadows were perfectly placed on the receiving surface. See the following pictures:
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Point P is not blocked from the light source. Its z value Zp’ at <Xp’,Yp’> in the light space is the closest point;


Point Q is blocked from the light source. Its z value Zq’ at <Xq’,Yq’> in the “light space” is not the closest point. Instead, another Point R’=<Xr’,Yr’,Zr’> is the closest to the light source.
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Both point A and C are in shadow, while point B are not in shadow. 


(Viewer is not in shadow)
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Combine regular and surface detail polygons
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Segment AD is in for “regular” scan-line, while segment BC is in for the “shadow” scan-line.
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